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What is Hyder?
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LǘΩǎ ŀƴ ƛƴŎǳōŀǘƛƻƴΣ ƛΦŜΦ ǊŜǎŜŀǊŎƘ ǇǊƻƧŜŎǘΦ

A software stack for transactional record management

ÅStores [key, value] pairs, which are accessed within transactions

ÅLǘΩǎ ŀ ǎǘŀƴŘŀǊŘ ƛƴǘŜǊŦŀŎŜ ǘƘŀǘ ǳƴŘŜǊƭƛŜǎ ŀƭƭ ŘŀǘŀōŀǎŜ ǎȅǎǘŜƳǎ

Functionality
ÅRecords: Stored [key, value] pairs
ÅRecord operations: Insert, Delete, Update, 

Get record where field = X; Get next
ÅTransactions: Start, Commit, Abort

Why build another one?
ÅMake it easier to scale out for large-scale web services
ÅExploit technology trends: flash memory, high-speed networks



Network

Scaling Out with Partitioning
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ÅDatabase is partitioned across 
multiple servers

ÅFor scalability, avoid distributed 
transactions

ÅSeveral layers of caching

ÅApp is responsible for 

ïcache coherence

ïconsistency of cross-partition 
queries

ÅMust carefully configure to 
balance the load
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Network

Hyder Scales Out Without Partitioning
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Internet
ÅThe log is the database

ÅNo partitioning is required

ïServers share a reliable, 
distributed log

ÅDatabase is multi-versioned, so 
server caches are trivially coherent

ïServers can fetch pages from 
ǘƘŜ ƭƻƎ ƻǊ ƻǘƘŜǊ ǎŜǊǾŜǊǎΩ ŎŀŎƘŜǎ
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Hyder Runs in the Application Process
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ÅSimple high performance 
programming model

ÅNo need for client and server 
caches, plus a cache server

Å!ǾƻƛŘǎ ǘƘŜ ŜȄǇŜƴǎŜ ƻŦ wt/Ωǎ ǘƻ ŀ 
database server
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Enabling Hardware Assumptions

ÅI/O operations are now cheap and abundant
ïRaw flash offers at least 104 more IOPS/GB than HDD

Ý Can spread the database across a log, with less physical contiguity

ÅCheap high-performance data center networks
ï1Gbps broadcast, with 10Gbps coming soon

ïRound-trip latencies already under 25 ˃s on 10 GigE

Ý Can have many servers sharing storage, with high performance

ÅLarge, cheap, 64-bit addressable memories
ïCommodity web servers can maintain huge in-memory caches

Ý Reduces the rate that Hyder needs to access the log

ÅMany-core web servers
ïComputation can be squandered 

ÝIȅŘŜǊ ǳǎŜǎ ƛǘ ǘƻ Ƴŀƛƴǘŀƛƴ ŎƻƴǎƛǎǘŜƴǘ ǾƛŜǿǎ ƻŦ ǘƘŜ ŘŀǘŀōŀǎŜΧΦ
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The Hyder Stack

ÅSegments, stripes and streams
Highly available, load balanced and
self-managing log structured storage
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ÅOptimistic transaction protocol
Supportsstandardisolation levels

ÅPersistent programming language
LINQ or SQL layered on Hyder

ÅCustom controller interface
Flash units are append-only

ÅMulti -versioned binary search tree
Mappedto log-structured storage


