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Presenter Notes
Presentation Notes
Hi, I’m Chris Douglas
PhD student working with Joe Hellerstein and Natacha Crooks at UC Berkeley
My research is in reordering transactions, with a side hustle in table formats

I took the prompt to be provocative and controversial to heart, so… let’s see how this goes.



Overview

Open table formats should be logs

Constraints and deployment rules in the log

Policy change in the log

Presenter Notes
Presentation Notes
You’ve heard of Iceberg and other table formats: these should be logs
Formats need the full DB catalog including invariants and deployment rules
Invariants should be updated in the log
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Data Lakehouse né Data Warehouse

Source: Databricks. Lakehouse Architecture: From Vision to Reality Dec 08 2020
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Presenter Notes
Presentation Notes
What I will be talking about is a former research project and itch I can’t stop scratching: table formats in the “lakehouse”

The Lakehouse is often defined in contrast with the…
data warehouse: each structured “warehouse” in an enterprise exports snapshots to a data lake
<X>new data is added in its respective warehouses
its enrichment with other structured snapshots, unstructured data happens later
“downstream” of the structured warehouses in the data lake
<X>lakehouse: structured data are peers of multi-modal, unstructured data
more importantly, data are separate from the tools
converged data architecture with fewer transfers of ownership at engine boundaries and normalization
<X>ownership of data is not by engine, but shared across processors

Today I’m going to argue that table formats- how we represent structured data in a data lake- are unnecessarily abandoning this shared ownership model


Single source of truth is not sitting outside your data lake; it’s in the cheapest storage in the world, next to its peers



Shared Ownership: Motivation
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Presenter Notes
Presentation Notes
Why is shared ownership important in the Lakehouse? It’s not just “vendor lock in” in a scary voice. Offer two examples from production.

First is very straightforward: if this blue TE owns table A
<X>Any tenant reading the table needs a) access control configured independently. Already annoying
<X>But if either of them want to write to the table, then either blue needs to be provisioned for the aggregate write throughput
<X>Or every engine needs its own copy of the governance and deployment rules
governance like: registered with the provenance service, wrote audit logs
deployment rules: examples I’ve heard include prohibitions against features used by other engines, or features that affect read performance




Shared Ownership: Motivation
Asymmetric Provisioning
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Presenter Notes
Presentation Notes
But even if you accept the config burden, writes are not installed cooperatively

<X> If blue is responsible for streaming ingest of a shared table may be provisioned with enough resources to update a table, including index maintenance and other derived data
<X> But if an opulently provisioned TE drops terabytes of new data into the table, the ingest TE may miss an SLO even if it can scale the rebuild

Shared lakehouse tables require coordination
writers need to access policies that are under-specified in modern formats
concurrent writers don’t- and can’t- cooperatively update data




Transaction Eversion

Credit: Linda Thomas-Fowler
https://www.flickr.com/photos/ac4lt/

Presenter Notes
Presentation Notes
Have a metaphor to make this more visceral: transaction eversion

Starfish “evert” their stomach- turning it inside out- and digest their prey outside their body.
By (a kind of gross) analogy: table formats are interesting because they propose to move transaction evaluation outside the engine

This is what shared ownership would look like: digestion outside the engine




Table Formats (e.g., Apache Iceberg)
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Presenter Notes
Presentation Notes
Let’s look at a table format. This is Apache Iceberg.

<X> Most of the table is stored in immutable objects in canonical formats. GET/PUT in the object store
<X> New snapshots are installed like copy-on-write b-trees
prepared in the object store
compare-and-set at the root

When this fails, It may have to examine multiple tables
For each table, it may need to examine multiple snapshots
more than one transaction could have committed while it was running
For each snapshot it may need to examine multiple objects

And this happens for every retry. For every failed CAS, for every conflicting table, for multiple snapshots, and multiple objects in that snapshot
incur some object store latency, 10s of ms
not hard to find large transactions with complex validation: they need a few seconds to actually commit
one can’t sustain more than 2 TPS before some transactions are uncommittable; the next generation may raise this to 10 TPS

So what are we to do?



Commit Services

Presenter Notes
Presentation Notes
Add a layer of indirection. Particularly in the past year, everyone has pivoted to services. Each of these proposes to handle the commit pipeline and write table metadata for you
TE prepare a commit as before, but a service receives a description of the commit and writes (or rewrites) objects in the table format
commit service owns the write policy and- as the single source of truth- it can reorder, optimize for metadata that are never read, etc.

So many choices for your single source of truth.

Which is to say: you need to pick a single owner for each of your tables. Your tools will integrate with a commit service
while ALL of these support a common API defined and curated in Apache Iceberg
c’mon. This is not a new paradigm for structured data; it’s an export format for data warehouses.
and we need to configure and maintain policies for each of them




Logs Not Tables
Hyder – A Transaction Record Manager for Shared Flash
Bernstein, Reid, Das. CIDR 2011
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Presenter Notes
Presentation Notes
Fortunately, we have a model for high-throughput, multi-writer transaction systems in Hyder. How many people are already familiar?

400k TPS for meld

for those unfamiliar, because your knees still work
multiple servers executing transactions over a shared, durable log
after execution, the result is appended to the end of the log (CORFU)
Intention records are ordered descriptions of proposed writes. Each is applied iff it remains valid against the committed prefix before it.





Logs Not Tables
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← prepare(  ,  )

append intention record:

SLOW FAST

Presenter Notes
Presentation Notes
We reached for services because the CAS loop- read, validate, prepare, install- includes the object store

The CAS loop is tying all the validation done by a transaction out-of-band to a single reference
this limits client-driven throughput- committing to object storage without a coordinating service- to single-digit throughput
but this might just be the wrong primitive

But we can encode a witness for the validations we performed
conflict encoding that is finer than a full table, but coarser than a single record
the appending transaction- and all other readers of the log- will check conditions on the intention record
including (for serializable transactions) the read set
the payload- the changes to the table- will only be applied if validation passes, after validating/applying predecessors in the log
validation passes at the log offset, not at the moment it’s applied

Hyder supported ~400k updates/sec in 2011, I hope FIFO cloud queues in 2026 can handle tens, even hundreds of writes per second

And to be fair, this is kind of what the Iceberg “standard REST” API supports

I prototyped this this for Iceberg v3 tables. With 256 tables and 1024 commits, Iceberg uses more than 2300 files, instead of one read of less than 500k
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Presenter Notes
Presentation Notes
Next let’s talk about constraints



What’s missing?
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Presenter Notes
Presentation Notes
Today’s table format is a mix of HPTS and LPTS

Table formats can be read using the bandwidth, parallelism, and availability of the object store
But can only be updated as a CAS

Table formats also include the table schema + evolution, statistics: useful for query planning
Roughly:
here is a set of parquet files in the object store
here is some metadata to avoid reading all of them

We can fix the table update rate by changing atomic primitives

But there are other things a modern Lakehouse catalog service supports
table invariants and configuration
indexes and materialized views
etc.

What table formats have done is lower half of a traditional relational DB catalog, and we need to lower the rest of it.

everted the read side, but not the write side

Access control is interesting. I don’t have time to talk about it. Ask me later.
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Presenter Notes
Presentation Notes
In the conversion to logs, we didn’t validate the governance or deployment rules, we didn’t say a word about indexes or materialized views

We need to lower this into the format i.e., we need to encode this in an intention record.

What does that mean?



db.prod.A
db.qa.B

Configuration
Catalog

% catalog state
ns( db.prod,    _, "prod").
ns( db.qa,      _, "qa").
tbl(db.prod.A, VA, db.prod, "A").
tbl(db.qa.B,   VB, db.qa,   "B").

State:
conditions evaluate 

over state

payload changes state

Presenter Notes
Presentation Notes
So we have some state, some atoms for this DB describing the tables.
I sketched this in datalog, but none of these details matter and I won’t make you read them

The point is that our catalog is composed of (usually versioned) facts
Intention records
evaluate conditions over the catalog state after evaluating what precedes it
payload is applied if, given the current state established by the prefix of the log- the evaluation of the conditions says we should
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So we have some state, some atoms for this DB describing the tables.
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db.prod.A
db.qa.B

Configuration
Catalog

State:

Rules: A.dept ⇒ dept_idx% An index affected by this write
affected_index(R, Idx) :-
    writes_attr(R, Tbl, Attr),
    index(Idx, Tbl, Attr).

% Every affected index must be maintained
invalid(R) :-
    affected_index(R, Idx),
    not updates_index(R, Idx).

admissible(R) :- intention(R), not invalid(R).

Presenter Notes
Presentation Notes
Whether we should depends on rules.
Our catalog is also composed of rules.

Here, we have a rule that invalidates intention records if they update a table but fail to update its index
<X> what’s key is that these “witnesses” don’t include the object store in validation. They are evidence that the rules were understood and they are a claim they were followed
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Whether we should depends on rules.
Our catalog is also composed of rules.

Here, we have a rule that invalidates intention records if they update a table but fail to update its index
<X> what’s key is that these “witnesses” don’t include the object store in validation. They are evidence that the rules were understood and they are a claim they were followed




db.prod.A
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Configuration
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State:

Rules: A.dept ⇒ dept_idx
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Not only reads and writes but 
proofs* of invariants

Presenter Notes
Presentation Notes
Now we can have concurrent transactions from multiple TE that adhere to rules in the table
There is a lot of literature on the format of the rules and the witness

Each transaction engine reads the catalog state, rules, and the log
each intention record includes a witness
if the record- including the conflict encoding- doesn’t validate, then the payload is not applied

Enforcement is nuanced and it depends on the deployment
today: need to configure all the 
today: if an operator trusts a TE, then the commit service skips re-validation
in this model: that can be explicit and in the table configuration
the evidence 



Shared Ownership
Asymmetric Provisioning
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A.dept ⇒ dept_idx

Presenter Notes
Presentation Notes
Where before, we would need to provision the blue engine to absorb writes
Or the green engine would need to integrate with blue’s preferred catalog service

Now it’s possible for green to cooperatively write the update to the table
it can satisfy the invariants the table is supposed to enforce
since the rules it’s enforcing are written into the table
neither engine owns the policies or the obligations they entail	
no service coordinating it

Engines are cooperating in the update of this shared table
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Presenter Notes
Presentation Notes
Finally- and here it’s just a note for time and because it falls out of 



db.prod.A
db.qa.B

Updating Configuration
Catalog

State:

Rules: A.dept ⇒ dept_idx

 →∗   +    ⇒   

FIFO Queue

Maintain rules in the log

 →∗  prod + eq  ⇒ 

disable feature on 
production tables

• versioned ruleset
• ordered application

Presenter Notes
Presentation Notes
Finally: the policies themselves can go into the log. Why not?
DB catalogs- definitions for indexes, materialized views, constraints- are often stored as tables




Takeaways

• Logs Not Tables
• Bernstein Aere Perennius
• Materialized conditional writes

• Lower the rest of the catalog
• Invariants + Constraints
• Indexes + materialized views
• Access control

• Update and enforce policy
• Checkpoint+IR* => IR
• Deployment defines enforcement

Ex Falso Sequitur Quodlibet

From falsehood anything follows

Presenter Notes
Presentation Notes
We need a simple, standard policy language
that’s what the log format should be
that’s what a catalog format should be
that’s what a table format should be

Takeaways
build shared, structured data on logs, not tables: Intention is all You Need
lower the rest of the RDBMS catalog into the format to configure writers
maintain the table configuration (catalog) in the shared log

I was told the title of this talk is not funny, even irritating, so as a dad I love it even more
“ex falso sequitur quodlibet” in Latin and logic; it’s what Rusty invoked yesterday
is when one can derive false, then any arbitrary proposition can be proved
without writes, TF are trivial; there’s no point to table formats
if putting these metadata in a DB is the solution, then TF are an export format for DW



	Ex Falso SQL Quodlibet
	Overview
	Overview
	Data Lakehouse né Data Warehouse
	Shared Ownership: Motivation
	Shared Ownership: Motivation
	Transaction Eversion
	Table Formats (e.g., Apache Iceberg)
	Commit Services
	Logs Not Tables
	Logs Not Tables
	Overview
	What’s missing?
	Configuration
	Configuration
	Configuration
	Configuration
	Configuration
	Configuration
	Shared Ownership
	Overview
	Updating Configuration
	Takeaways

